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Abstract. Systems for face re-identification over a network of video
surveillance cameras are designed with a limited amount of reference
data, and may operate under complex environments. Furthermore, target individuals provide a small proportion of the facial captures for design and during operations, and these proportions may change over time
according to operational conditions. Given a diversified pool of base classifiers and a desired false positive rate (f pr), the Skew-Sensitive Boolean
Combination (SSBC) technique allows to adapt the selection of ensembles based on changes to levels of class imbalance, as estimated from the
input video stream. Initially, a set of BCs for the base classifiers is produced in the ROC space, where each BC curve corresponds to reference
data with a different level of imbalance. Then, during operations, class
imbalance is periodically estimated using the Hellinger distance between
the data distribution of inputs and that of imbalance levels, and used
to approximate the most accurate BC of classifiers among operational
points of these curves viewed in the precision-recall space. Simulation
results on real-world video surveillance data indicate that, compared to
traditional approaches, FR systems based on SSBC allow to select BCs
that provide a higher level of precision for target individuals, and a significantly smaller difference between desired and actual f pr. Performance
of this adaptive approach is also comparable to full recalculation of BCs
(for a specific level of imbalance), but for a considerably lower complexity. Using face tracking, a high level of discrimination between target and
non-target individuals may be achieved by accumulating SSBC predictions for faces captured corresponding to a same track in video footage.
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Introduction

Video surveillance networks found at many airport security checkpoints are comprised of a growing number of IP-based surveillance cameras. Face re-identification
consists in automatically matching facial regions captured in multiple live or
pre-recorded video streams against facial models of individuals enrolled to a
system [15]. Face re-identification in semi- or unconstrained video surveillance
environments raises several challenges. First, FR systems must operate under
complex environments with changing illumination, pose, expression, blur, occlusion, etc. Small proportion of the faces collected for design or during operation
?
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correspond to individuals of interest, although non-target faces are abundant. In
addition, the covert and unobtrusive capture of video sequences provides only a
limited amount of high quality reference samples to design facial models.
To avoid biasing performance towards the majority (non-target) class, classifiers applied to face matching are typically designed with balanced data, using
sampling techniques or cost sensitivity analysis. Moreover, an estimate of class
priors is often used to scale classifier outputs, although actual class proportions
are often unknown a priori and may change over time. Specialized architectures
for FR in video surveillance [14] do not exploit information on class imbalance
to enhance performance. The impact of imbalance on classification performance
can be observed in the Precision-Recall Operating Characteristic (PROC) [11]
space – the precision measure allow to observe the proportion of correct target
predictions over all target samples. This typically declines when the proportion of negative samples grow over the positive ones. Given its relationship to
the Receiver Operator Characteristics (ROC) space [3], the PROC space can be
exploited to adapt classification systems according to changing class imbalance.
Since the proportion of design samples per class rarely correspond to the actual distribution of operational data, the performance of systems for FR in video
surveillance will differ from that achieved during the design stage. What’s more,
the underlying distributions change over time in video surveillance applications.
For instance, a security checkpoint (inspection lane or portal) may witness peaks
in the flow of target and non-target individuals. It is desirable to estimate class
imbalance periodically over time, and adaptively select an operation point with
design data that follows the class imbalance of the operational data.
In this paper, a BC technique is proposed to adapt the selection of classifiers
ensembles given the current class imbalance, as estimated from operational data.
This technique, called the Skew-Sensitive BC (SSBC) technique, exploits the
PROC space. During design phases, a pool of diversified classifiers is generated,
and imbalanced validation data is used to produce several BCs by successively
growing the number of negative samples from the majority class. Negative samples are assumed to be available in large quantities, while the limited number of
positive samples is assumed to be fixed. Each BC is optimized for one specific
class imbalance level. During operations, the system relies on the Hellinger distance [8] to periodically estimate the closest class imbalance from operational
data streams, from a set of known imbalanced data sets. This estimation is used
to approximate the most accurate BC of classifiers among operational points of
these curves viewed in the PROC space.
Proof-of-concept experiments are performed with real-world video FR data
from the Carnegie Mellon University Face in Action database [7], where class
proportions captured in operational video streams change over time. The performance of SSBC is assessed within a modular FR system comprised of an EoC of
2-class classifiers per person [2,14], and compared to that of BC optimized with
data obtained with random under-sampling [6].

2

Face Recognition in Video Surveillance

The problem addressed in this paper is the design of accurate and robust systems for video-to-video FR from footage recorded across a network of surveillance cameras. These systems are considered for person re-identification applications, where individuals of interest must be detected within semi- or unconstrained scenes, as found at security checkpoints. Each camera captures streams

of 2D images or frames, and provides a particular view of individuals populating the scene. The system first performs segmentation to isolate regions of
interest (ROIs) corresponding to the faces in a frame, from which invariant and
discriminant features are extracted and selected for classification and tracking
functions. For classification, some features are assembled into an input pattern,
a, that corresponds to a spatial vector or an ordered sequence of measurements.
During enrolment, one or more reference patterns a are captured for an individual, and employed to design a user-specific facial model. Recognition is
typically implemented using a template matcher or a neural or statistical classifier, mapping the input pattern space to one of N predefined classes, each
corresponding to an individual enrolled to the system. During operations, input patterns a are matched against the models of individuals, and the system
outputs a list of all possible identities.
Systems for FR in video encounter several challenges. Biometric models are
poor representatives of faces to be recognized during operations. The performance of FR systems may decline because neural and statistical classifiers depend on the availability of representative reference data of users and the operational environment. In addition, underlying class distributions may change due
to ageing and variation in operational environments. These factors contribute to
a growing divergence between the facial model of an individual and its underlying class distribution. In addition, with FR in video surveillance, faces captured
in video frames are typically lower quality and generally smaller than still images. Furthermore, faces acquired from semi- or unconstrained scenes may vary
considerably due to limited control over operational conditions.
Several specialized architectures have been proposed for FR in video surveillance. The open-set Transduction Confidence Machine-kNN (TCM-kNN) algorithm [12] modified the traditional kNN, using transduction to measure strangeness
between samples, and to reject samples of unknown individuals. Ekenel et al. [4]
combined kNN and Gaussian Mixture Modeling with three different metrics to
estimate individual frame contributions to the overall decision. Kamgar-Parsi et
al. [10] proposed a morphing approach to generate new synthetic reference data
and improve the separability of target and non-target classes.
These systems have also been modeled in terms of user-specific detectors,
each one implemented using one or more binary (1- or 2-class) classifiers [14].
This modular approach was employed with user-specific SVMs [5] and ensembles
of 2-class ARTMAP neural classifiers[14]. Binary ensembles are justified by the
limited amount of positive samples for design, and by the complexity of realworld video scenes [14]. However, these architectures do not consider or exploit
class imbalance information to enhance performance. This information is relevant
in the context of video surveillance, owing to the potentially small number of
positive samples w.r.t. the negative ones, and to changing operational conditions.
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Binary Classification Under Class Imbalance

Binary (1- or 2-class) classifiers output a crisp decision or a score that is compared to a decision threshold to provide a final crisp decision. A common assumption in pattern recognition (PR) literature is that class priors are known
and that data distributions are balanced, i.e., instances of all classes are assumed
to be equally present in both training and operational data. Real world problems rarely follow this ideal case – class priors are unknown and may change over
time, and training samples are imbalanced and are not necessarily representative of operational data. Classifiers applied to FR in video surveillance should

be designed to operate under class imbalance – limited target (positive) class
samples w.r.t. non-targets (negative) class samples.
Four main approaches have been proposed in literature to train classifiers
from skewed1 reference data sets [6] – algorithm level, cost sensitive, data level
and ensemble techniques. Algorithm level approaches modify the classifier behavior to bias toward the minority (positive) class. With cost sensitive approaches,
the classifier training procedure minimizes the total cost of misclassified instances, instead of minimizing the number of misclassified instances. Errors have
a much higher cost for the minority class, and the sum of miss-classifications costs
drives the learning process. Data level approaches are categorized either as undersampling or as over-sampling techniques. Data under-sampling techniques will
reduce the sample number of the majority (negative) class to match that of the
minority class. Finally, ensemble learning approaches [6] are usually performed in
conjunction with one of the three other approaches to optimize the combination
of classifiers. While the above techniques have been used to design monolithic
classifiers and ensembles for imbalance classes, it is assumed that class imbalance observed in the design data is representative of the imbalance encountered
during operations. This paper focuses on adapting the selection classification
system according to the class imbalance observed during operations.
Performance of binary classifiers is commonly evaluated using the ROC analysis, which is based on two intra-class measures, the true positive rate tpr =
T P/(T P + F N ) (proportion of correct positive class predictions) and the false
positive rate f pr = F P/(F P + T N ) (proportion of incorrect negative class predictions). ROC graphs display the entire range of tpr and f pr values to obtain
different operational points. Given a data set, each (tpr, f pr) pair in a ROC
graph represents a different decision threshold for one soft classifier (an operational point or vertice), and the empirical ROC curve is obtained by connecting
the observed pairs in the graph.
Given an imbalance in class distributions, the PROC space [3] (also known
as the P-R space) focuses on an inter-class measure – the classifier precision =
T P/(T P + F P ) (proportion of correct positive predictions against the total positive predictions) – which is related to classification accuracy, as well as recall
(the same as tpr). PROC graphs represent the impact on performance of imbalance through precision measure. A classifier has different PROC curves when
evaluated on data with different class imbalance, while the ROC curves would
be equivalent since both tpr and f pr are insensitive to imbalance. Davis and
Goadrich discussed [3] the equivalence between dominating operational points
in the ROC and PROC spaces, from which they derived a methodology to find
the PROC achievable curve (analogous to the ROC convex hull).
A decision threshold γ applied to classifier scores is often selected with independent validation data (val) once the classifier has been designed. The optimal
decision boundary for a classifier is selected to minimize the probability of error
according to the Bayes theory, which is equivalent to the equal error rate (EER)
when the positive and negative classes are balanced. If class imbalance changes,
so does the optimal threshold. Assume that class imbalance is known, one can
select a decision threshold that provides the EER for every different level of
class imbalance. In video surveillance applications, an acceptable f pr is set by
the human operator, projecting it to an operational point. Thus, the decision
threshold is a variable defined by the desired f pr and class imbalance.
1

Data skew is the ratio of positive samples πp to negative ones πn , λ = πp /πn .
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Boolean Combination of Classifiers

Boolean combination (BC) are versatile techniques for threshold-optimized fusion of crisp and soft 1- or 2-class classifiers at the decision level [9] (typically in
the ROC space). A soft classifier ci produces a binary decision when its normalized output score is compared to a threshold 0 ≤ γ ≤ 1. This decision ci,γi affects
a trade off between positive and negative classes (e.g., an operational point in
the ROC space). Given a set of decision thresholds Γ , the BC of two soft classifiers ci and cj is the fusion of all ci,γi and cj,γj using Boolean operations. Each
resulting EoC (e.g., ROC vertices) consists of decision thresholds applied to the
classifier scores and a Boolean function. Selecting the superior operational points
in the decision space (for instance, the ROC convex hull or the PROC achievable
curve) defines the best performance trade off. The ROCCH is the ROC curve
composed of the vertices that maximize the area under the ROC curve (AUC).
A BC technique produces a set EoCs, each one corresponding to a vertice
of the ROCCH. After performing BC, the next step is to define an operation
point for the specific application. A general approach to select an operation
point is to choose the EoC in the BC that provides the best trade off between
tpr and f pr values, but for a specific application, the operation point is typically
selected for a target f pr value using validation data. However, it is unlikely that
an EoC produced by BC will correspond to the the target f pr value. BC of
classifiers in the decision space should therefore be performed using imbalanced
data corresponding to operational data, allowing to generate better operations
points and performing selection and fusion of the most suitable ensembles.
Scott et al. proposed a method to interpolate between two consecutive vertices (EoCs) on the ROCCH, Ei and Ej , to realize an operation point Ek between
the two original ones [16]. To classify input samples, the interpolation method
alternates between the decisions provided by Ei and Ej for each sample. The
probability of selecting one of the two vertices is determined by the distance of
Ek to the vertexes Ei and Ej .

5

Adaptive Skew-Sensitive BC

Figure 1 presents the block diagram of an adaptive classification system based
on the new skew-sensitive BC (SSBC) technique. It allows for adaptive selection
and fusion of the best ensembles of binary classifiers, based on its estimation
of class imbalance. Assume a stream of facial patterns (opd) input to some FR
system, where the level of class imbalance on the input stream is estimated as λ∗ ,
the closest level in a set Λ of known class imbalance levels. Since this estimate
may change over time, and BC is a computationally intensive task, the SSBC
technique is proposed to cost-effectively adapt ensembles of classifiers. In this
situation, BCs are approximated from adjacent levels of class imbalance λi and
λj , λi < λ∗ < λj and using validation data following the class imbalance level
λ∗ , the level of class imbalance estimated from the operational data opd. The
approach can approximate the BC up to a maximum λmax class imbalance level.
The approach uses a set of known levels of class imbalance, Λ = {1/1, . . . ,
λmax }, to which the system will adapt, and a subset ΛBC ⊂ Λ that is selected
to optimize an initial set of BCs E used to adapt the system to class imbalance changes. The set ΛBC contains evenly distributed intermediate class imbalance levels from Λ, including the initial and maximum levels of class imbalance
(λinit = 1/1 and λmax ). The SSBC approach uses OPT and VAL, data sets following the levels of class imbalance in Λ, each following a class imbalance level in

Fig. 1: Architecture to adapt a BC of classifiers to imbalanced class distributions.
Algorithm 1: Initial BC design for the SSBC technique.
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Data: Pool of classifiers C, number of decisions thresholds t, data sets OPT and
VAL and the target f pr
Result: Set of BCs E and the operation point op for λinit = 1/1.
E = ∅;
forall the opt ∈ OPT matching a level of class imbalance in ΛBC do
E = E ∪ {IBC(C, t, opt)};

4
5

Select Eλinit ∈ E for λinit = 1/1;
Select op ∈ Eλinit for the target f pr with valinit ∈ VAL;

Λ. The target minority class is held fixed, while those from the non-target class
are grown through random sub-sampling. This allows the SSBC approach to
generate OPT and VAL with data sets following any class imbalance level between
λinit = 1/1 and λmaxt .
Once a pool of binary classifiers C = {c1 , . . . , cn } is generated using balanced
data, ensemble selection and fusion is performed using the Iterative Boolean
Combination (IBC) technique [9]. BC of C is performed during the design phase
using the levels of imbalance in ΛBC using Algorithm 1. Each BC in E is optimized for one class imbalance level in ΛBC with the corresponding data in OPT.
During BC, the number of decision thresholds t is used to create the operations
points (which provide binary decisions) for classifier fusion. After BC for is performed for all class imbalance levels in ΛBC , the approach assumes that data is
balanced and operates at λinit = 1/1. An operation point op for a target f pr
from Eλinit is selected using the data set valλinit .
During system operation, the feature histogram of operational data is accumulated over time to periodically estimate the closest level of class imbalance
λ∗ ∈ Λ using Algorithm 3. Once the closest class imbalance level λ∗ is estimated
from the levels available in Λ, the BC is approximated using Algorithm 2. Finally, an updated operation point op is selected with valλinit ∈ VAL and used to
update the decision thresholds Γ and the Boolean fusion function.
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Fig. 2: ROC and inverted PROC graphs obtained with the val for a target
f pr = 5%. Given the BCs optimized for Λ (solid lines), the SSBC approximates
the BC for λ∗ = 1/5 (dashed line) from the adjacent BCs λi and λj .
Algorithm 2: SSBC technique for adapting BC for a new λ∗ class imbalance level.
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Data: set of BCs E, set of class imbalance levels ΛBC , data sets OPT and VAL,
the estimated class imbalance λ∗ ∈ Λ and the target f pr.
Result: Operation point op for the target f pr.
E ∗ = ∅;
if λ∗ ∈ ΛBC then
E ∗ = Eλ∗ ;
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else
Select λi , λj ∈ ΛBC , such as that λi < λ∗ < λj ;
Select opt∗ ∈ OPT, following λ∗ ;
E ∗ = ROCCH(Eλ1 ∪ Eλ2 , opt∗ );

8
9

Select val∗ ∈ VAL, following λ∗ ;
Select op ∈ E ∗ for the target f pr with val∗ ;
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A. Approximating BCs to New Class Imbalances. Given the known set
of class imbalance levels Λ, the set of BCs E created with Algorithm 1, and
assuming λ∗ , the level of class imbalance estimated from operational data of
class imbalance levels in Λ. The procedure to approximate BCs to the class
imbalance level λ∗ is indicated in Algorithm 2 and graphically represented in
Fig. 2, where the appoximated BC is indicated by the dashed line in Fig. 2.b.
When λ∗ ∈ ΛBC , the BC E ∗ is selected directly from E. Otherwise, the BC
is estimated as follows. First, the adjacent class imbalance levels λi , λj ∈ ΛBC
are determined. Next, the opt∗ data set is selected in OPT, which was generated
by random under sampling to follow the same class imbalance level as λ∗ . Then
EoCs (vertices in the ROCCH) in both Eλi and Eλj are combined, and only the
points projected in the ROCCH using the opt∗ data set to calculate tpr and f pr
are kept in E ∗ . Finally, an operation point is selected for the target f pr using
val∗ , validation data that was also obtained with random under sampling to
follow the level of class imbalance of λ∗ .
Algorithm 2 is computationally more efficient than performing full BC every
time a new class imbalance levels λ∗ is detected. For 2 classifiers and t decision
thresholds, the worst case time complexity for IBC is O(t2 ). For the simulations

in this paper (t = 100), about 200000 EoC evaluations were required with IBC.
The approximation strategy in Algorithm 2 requires O(|Eλ1 | + |Eλ2 |) in the
worst case. In simulations, there was a significant reduction to about 1% of the
original computational effort. Memory requirement is also considerably smaller
with Algorithm 2, requiring O(|Eλ1 | + |Eλ2 |) vertices stored in memory in the
worst case, against O(t2 ) for IBC.
B. Estimation of Closest Class Imbalance Level λ∗ . In literature, some
approaches have been proposed to estimate class imbalance. Using classifier outputs to estimate class imbalance is less reliable since it is influenced by imbalance.
It is however possible to use the Hellinger distance in the feature space to select,
from several labeled data sets of known class imbalances, which has the closest imbalance (smallest distance) to unlabeled operational data [8]. For a given
number of features and bins in the histogram, the Hellinger distance is:
1
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Assume the set Λ of class imbalance levels and the set of data sets OPT, where
each data set in OPT follows one different class imbalance level in Λ. Algorithm 3
details the process to estimate λ∗ , the class imbalance level in Λ which has the
closest class proportions to unlabeled operational data opd. Given L+ , the positive class samples in the reference data OPT (fixed,
√ regardless of class imbalance),
the number bins b used to calculate (1) is b = b L+ c.
Algorithm 3: Class imbalance level λ∗ estimation from an unlabeled operational data opd and a set of data sets OPT.
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Data: Data set OPT, operational data features histogram opd and b bins
Result: Estimated class imbalance level λ∗
min = ∞;
λ∗ = 0;
forall the opt ∈ OPT do
hd = H(opt, opd, b);
if hd < min then
min = hd;
Set λ∗ to class imbalance level of opt;

Validation on Face Re-Identification Data

A. Experimental Methodology. To validate SSBC, experiments are performed with real-world video surveillance data. They seek to detect the presence
of a restrained list of individuals of interest appearing in video streams. An
IP surveillance camera continuously feeds video frames to a FR system. Faces
captured in the video frame are extract into ROIs. Data is then processed according to two parallel streams – a recognition stream detects the presence of
individual or interest based on appearance, while the tracking stream follows
the location of different individuals over successive frames. For the recognition
stream, assume a modular classification architecture adapted for surveillance applications, where each target individual is modeled as a user-specific detection
module. Each module is implemented with a binary classifier that is assigned

to discriminate between the target (positive) and non-target (negative) classes,
and with responses combined through BC [14].
Video data for this experiment is extracted from the Carnegie Mellon University – Face in Action (FIA) database [7]. This database contains 20 seconds
video sequences for 244 individuals, over three different capture sessions. Each
individual is captured from six views: frontal, left and right, and with two focal
lengths, 2.8mm (normal) and 4.8mm (zoomed). This experiment uses the frontal
camera with both focal lengths on all three sessions as the video stream for the
single IP camera. The initial enrollment process considers a watch list with 10
individuals of interest selected in the database (labeled as person 2, 58, 72, 92,
147, 151, 176, 188, 190 and 209). Each individual is the positive or target class
for one detector module (EoC) as described in [14].
For recognition, multi-block local binary pattern features are extracted from
grey-scaled ROIs, and the 32 most discriminant features are selected through
principal component analysis. Feature vectors are compared against facial models
of target individuals enrolled to the system. Using a track-and-classify strategy,
the classification responses corresponding to different individuals (face tracks)
are accumulated over time to improve performance and reliability [13].
For design of 2-class classifiers, a Universal Background Model [1] built from
unknown individuals, and a cohort model of the other target individuals. Individuals in the data base are split in two for training and test, and for each
individual of interest, 100 negative class individuals are selected for training
(from universal and cohort models), and other 100 negative class individuals are
selected for testing (maximum class imbalance λmax = 1/100).
For each experiment, a pool of diversified classifiers C is initially generated
using a DPSO training strategy to co-jointly optimize all parameters of a probabilistic fuzzy ARTMAP network (PFAM) [2]. At the end of the optimization
process, the local best classifiers from 7 DPSO sub-swarms is selected for the
initial pool of PFAM nets. The pool is then used to optimize a set of BCs E
using IBC. An initial operation point p is selected for a class imbalance level
λinit = 1/1 and a target f pr = 1%. During operation, the detector module with
the ensemble p evaluates the stream of operational data to identify the target
individual in the current frame. In parallel, a CAMSHIFT algorithm is used to
track the movement and location of different faces over time. The system accumulates operational data for the last 30 minutes to estimate the level of class
imbalance λ∗ . After the current elapsed time is higher than the update time
tu = 15, the operational data level of closest class imbalance λ∗ in Λ is estimated with opt as the reference data. Then, the BC is approximated to λ∗ and
an operation point is selected for the target f pr = 1% to update p for operation.
Experiments use Λ = {1/1, 1/10, 1/20, 1/30, . . . , 1/100}, ΛBC = {1/1, 1/10,
1/50, 1/100}, target f pr = 1% and λinit = 1/1. Class imbalance level is estimated every tu = 15 minutes, over the last 30 minutes interval. The experiments
are replicated 10 times using 2×5-fold cross-validation to generate training data.
After the 5th replication, the 5 folds are randomly regenerated for the next five
replications. FIA faces from video sequences in session one, captured with both
the 2.8mm and 4.8mm frontal cameras, are used to generate the pool of diversifier classifiers C and define the BCs for the initial class imbalances in ΛBC . A
total of 120 facial samples per individual are randomly selected from both focal
distances to build a system design data set D with λmax = 1/100.
Training data folds in D are split in six folds as follows. The Dtt uses 2 folds,
with a total of 40 positive samples. Each of the remainder data sets uses one fold

with 20 positive samples. The Det validation data is used to stop the number of
training epochs, whereas Dft is the validation data to evaluate the fitness function
of the DPSO learning strategy. Negative data in Dtt , Det and Dft is balanced through
random under-sampling for classifier training. The data set Dot is used to generate
the set of data sets OPT following ΛBC , whileDvt is used to create VAL. Each fold
has 2000 negative samples from the cohort and universal background models,
providing class imbalance levels up to λ = 1/100.
Operational test data is extracted from FIA sessions 2 and 3 using both focal
lengths. These video sequences are split in two parts of 10 seconds to produce
8 blocks of video with one target individual and 100 non-target individuals (cohort model and unseen individuals). Each block is used to simulate 30 minutes
of time. During test, class imbalance in the test data changes over time in these
8 blocks of 30 minutes, with the following levels of class imbalance sequence:
1/20, 1/35, 1/100, 1/65, 1/100, 1/80, 1/60 and 1/15. Imbalance changes in test
are achieved by randomly removing individuals from each block. The experiment
assumes a maximum class imbalance level to adapt λmax = 1/100, but actual
class imbalance is known only after extracting facial regions. A stream of operational data is accumulated by SSBC to estimate the closest level of imbalance
in ΛBC at every 15 minutes, over the last 30 minutes.
√ To define the closest class
proportions, Hellinger distance is used with b = b L+ c = 4 bins per feature,
where L+ = 20 is the positive class cardinality of the labeled reference data.
Transactional performance is measured in the ROC and PROC spaces from
individual predictions on faces captured in videos: tpr, f pr, precision and F1 .
A FR system that integrates SSBC is compared to the one with BC that uses
random under sampling (RUS) to balance the data used to optimize the BC
(opt) and select the operation point (val). The pool of classifiers C is generated
as described above, however, only one BC is optimized to select a single operation
point for the entire simulation. Time analysis allows to evaluate the performance
of FR systems over a video stream. A face tracker is used to accumulate the
positive predictions for facial regions corresponding to a same individual (i.e.,
with a high confidence track), over a 1 second (30 frame) window.
B. Results and Discussion. Table 1 details the mean transactional performance for the compared approaches, as well as standard deviation values
(between parenthesis). At time t = 1, both the random under sampling static
approach and the proposed adaptive approach uses the same EoC, optimized for
balanced data. After time t = 2 the SSBC approach uses data in the last 30 minutes to estimate the class imbalance and approximate a new BC of classifiers.
The SSBC technique selects an operation point closer to the target f pr = 1,
with smaller standard deviation values. On the other hand, the RUS approach
selects an operation point with higher f pr values. The proposed SSBC technique reduces the number of false positive detections and keeps high positive
performance, thereby providing better support for a human operator.
For time analysis, a face tracker allowed to accumulate positive predictions
of each user-specific module (EoC) over time for improved reliability. Once a
face is captured in a frame, the CAMSHIFT algorithm is initiated to track its
location over time. As shown in Figure 3, when accumulated positive predictions
reach a threshold (e.g., tdet = 8), target individual 151 is recognized. The FR
system with SSBC provides a higher level of discrimination between target and
non-target faces appearing in video but with lower f pr values. Accumulated
predictions for target persons rise faster and higher than for BC with RUS.

Approach

Measure

t=1
4.89%
f pr
(0.024)
tpr
65.58%
recall (0.299)
43.68%
SSBC
precision
(0.225)
0.492
F1
(0.217)
4.89%
f pr
(0.024)
tpr
65.58%
recall (0.299)
BC w/ RUS precision 43.68%
(0.225)
0.492
F1
(0.217)

t=2
1.20%
(0.008)
49.66%
(0.329)
55.09%
(0.315)
0.518
(0.255)
4.32%
(0.021)
67.40%
(0.292)
38.94%
(0.211)
0.470
(0.195)

t=3
1.65%
(0.008)
54.53%
(0.247)
41.15%
(0.209)
0.446
(0.187)
5.82%
(0.025)
69.71%
(0.186)
23.37%
(0.127)
0.319
(0.136)

Update Period
t=4 t=5 t=6
1.85% 1.16% 1.09%
(0.012) (0.006) (0.008)
55.67% 53.42% 51.00%
(0.308) (0.261) (0.306)
45.33% 41.99% 47.17%
(0.187) (0.177) (0.198)
0.479 0.450 0.470
(0.212) (0.191) (0.221)
5.93% 4.65% 4.57%
(0.027) (0.025) (0.025)
69.87% 69.01% 66.06%
(0.231) (0.153) (0.241)
29.23% 23.93% 27.04%
(0.109) (0.107) (0.108)
0.382 0.332 0.349
(0.113) (0.129) (0.134)

t=7
0.66%
(0.005)
47.52%
(0.394)
53.59%
(0.335)
0.498
(0.332)
3.45%
(0.020)
61.68%
(0.320)
34.25%
(0.184)
0.414
(0.212)

t=8
0.70%
(0.006)
49.85%
(0.399)
67.93%
(0.314)
0.550
(0.344)
3.63%
(0.024)
64.02%
(0.319)
54.43%
(0.237)
0.550
(0.237)

Table 1: Average performance measures for a target f pr = 1% on test segments
at different t = 1 . . . 8 times. The standard deviation is shown in parenthesis.
RUS is a static approach that uses random under sampling to balance data sets.

Fig. 3: Time analysis for module of individual 151, with decisions accumulated
over a sliding window of 30 frames. The blue line is for a target individual of
interest, while the red line is the typical of a non-target individual. Solid lines
are a FR system using BC with RUS, while dotted lines are the proposed SSBC.
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Conclusions

BC are promising techniques for ensemble-based FR in video surveillance, although the impact of imbalanced class proportions is difficult to observe in the
ROC space. In this paper, an adaptive SSBC technique is proposed to select
the most accurate BCs according to class imbalance. Imbalanced data is used to
generate several BCs in the decision space, by successively growing number of
samples from the majority class. During operations, the system periodically estimates class proportions from operational data distributions using the Hellinger
distance. The closest operational points on PROC curves are employed to estimate the most accurate BC of classifiers. Instead of full re-calculation of BCs,
the knowledge obtained when combining classifiers for other skew levels is used
to approximate the BC to new class priors, providing a significant reduction in
computational complexity, and maintaining a comparable level of performance.
Experiments using real-world video data for face re-identification have allowed to compare a modular FR system that integrates the proposed SSBC
technique with one that integrates static BC obtained through RUS. Results
indicate the advantages of adapting the BC over time to the operation class proportions. Transaction-based analysis shows f prs closer to desired values, as well
as consistently higher F1 scores when using the SSBC technique. Time-based

analysis shows a high level of discrimination between target and non-target individuals. However, SSBC depends heavily on the granularity of the pre-trained
λ levels, affecting a trade-off between accuracy and resources to store BC curves
and reference data. Future research will focus on improving approximations of
BC to estimated imbalance levels. Currently, SSBC selects ensembles from the
original BCs (optimized for the adjacent imbalance levels) with a mixture of data
that follows estimated imbalance level. This approximation may benefit from a
strategy to combine vertices in the ROCCH by normalizing to proportions according to difference between estimated and adjacent imbalance levels.
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8. V. González-Castro, R. Alaiz-Rodrı́guez, L Fernández-Robles, R. GuzmánMartı́nez, and E. Alegre. Estimating Class Proportions in Boar Semen Analysis
Using the Hellinger Distance. In Proc. Int’l Conf. Industrial Engineering and Other
Applications of Applied Intelligent Systems, pages 284–293, 2010.
9. E. Granger, W. Khreich, R. Sabourin, and D. O. Gorodnichy. Fusion of Biometric
Systems Using Boolean Combination: An Application to Iris-Based Authentication.
International Journal on Biometrics, 4(3):291–315, 2012.
10. B. Kamgar-Parsi, W. Lawson, and B. Kamgar-Parsi. Toward development of a
face recognition system for watchlist surveillance. TPAMI, 33:1925–1937, 2011.
11. T.C.W. Landgrebe, P. Paclik, R.P.W. Duin, and A.P. Bradley. Precision-Recall
Operating Characteristic (P-ROC) Curves in Imprecise Environments. In 18th
International Conference on Pattern Recognition, pages 123–127, 2006.
12. Fayin Li and H. Wechsler. Open set face recognition using transduction. Pattern
Analysis and Machine Intelligence, IEEE Trans., 27(11):1686 –1697, nov. 2005.
13. Federico Matta and Jean-Luc Dugelay. Person recognition using facial video information: A state of the art. J. Vis. Lang. Comput., 20:180–187, June 2009.
14. Christophe Pagano, Eric Granger, Robert Sabourin, and Dmitry O. Gorodnichy.
Detector Ensembles for Face Recognition in Video Surveillance. In Proc. 2012 Int’l
Joint Conf. on Neural Networks, Brisbane, Australia, pages 1–8, 2012.
15. R. Satta, G. Fumera, and F. Roli. Fast Person Re-Identification Based on Dissimilarity Representations. Pattern Recognition Letters, 33(14):1838–1848, 2012.
16. M. Scott, M. Niranjan, and R.W. Prager. Realisable classifiers: Improving operating performance on variable cost problems. In Proc. British MV Conf., 1998.

