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Abstract

Many off–line handwritten word recognition systems
have been proposed since the early nineties. Most systems
reported high recognition rates, however, they overlooked a
very important factor in the process; speed factor. In this
paper we explore the potential for speeding up an off–line
handwritten word recognition system via concurrency. The
goal of the system is to achieve both full accuracy and high
speed when taking into account large vocabularies. This
has been accomplished by integrating the recognition pro-
cess with multiprocessing and distributed computing con-
cepts. Experimental results showed that the multiprocess-
ing environment is very promising in enhancing a sequential
off–line handwritten word recognition system performance.

1. Introduction

One of the major research challenges in off–line process-
ing of handwriting is recognition of words when lexicons
are large. In most applications, the machine performances
are far from being acceptable both in terms of accuracy and
speed. In fact, one of the factors that has been limited most
research in large vocabularies is the prohibitive processing
time and computational load involved in such a task.

The majority of the state–of–art recognition systems are
lexicon–driven and based on statistical approaches. A com-
mon architecture for handwritten word recognition systems
divides the process into four phases: pre–processing, seg-
mentation, feature extraction, and decoding (or search) [4].
In pre–processing, some variability of the words are elimi-
nated. In segmentation, the words are split into graphemes.
In feature extraction, a vector of some sort of structural or
statistical based features are calculated for each frame or
space slice of the bi–dimensional image. Decoding takes
these feature vectors and calculates the most likely sequence

of characters, namely word, typically by taking representa-
tions of each character as a Hidden Markov Model (HMM)
and words as concatenations of such character HMMs [2,4].
Generally, some dynamic programming technique, such as
the Viterbi algorithm, is used to find the most likely path
through the models [2, 4].

Lexicons are used to overcome some difficulties related
to the segmentation of words in characters [4] and also to
limit the search space. Therefore, it is necessary to have a
lexicon that contains all word candidates to perform the de-
coding. The matching between the feature vector and the
lexicon entries through a decoding algorithm is the most
time–consuming procedure in such systems. This is due to
the nature of the search algorithms that have been devel-
oped focusing on the accuracy and not on speed. Generally,
search algorithms perform an exhaustive search, evaluating
the whole space. Some pruning strategies have been used to
prune such a space, but with a side effect of reducing the ac-
curacy too. The problem of decoding (or search) has been
the object of intensive research for many years, since it is
one of the bottlenecks in many different fields. Notably, in
artificial intelligence and speech recognition, several search
techniques have been proposed [3].

In off–line handwritten word recognition, most of the re-
searchers have avoided large vocabularies for the reasons
mentioned before. Some of them claim to have worked with
large lexicons, however, they adopt a pruning prior to the
decoding, so, the problem is turned into a small or medium
lexicon problem, where the classical search techniques can
be applied providing good results, both in terms of accuracy
and speed [5, 9, 10]. On the other hand, the majority of the
researchers have reported the performance of their systems
only by assessing the accuracy in terms of recognition rate,
without any remark on the processing time required to ac-
complish the recognition task [5,10]. One may argue, ”Will
the current approaches developed for small and medium
lexicons perform well when dealing with larger lexicons ?”



Not only the speed is affected by the growth of the lexicon,
but also the accuracy, since more likely words are expected
to be present in the lexicon and that increases the confusion
of the recognizer.

One of the possible solutions to the problem of large
vocabulary handwritten word recognition could be the use
of multiprocessor architectures or workstation clusters with
two to tens multi–purpose processors, since they are getting
more and more common. However, there is a lack of works
discussing the feasibility or even the benefits or drawbacks
of parallelizing the recognition task. Our main purpose in
this paper is to give some insights on the benefits and draw-
backs of speeding up a lexicon–driven off–line handwritten
word recognition system via distributed processing. It is rel-
evant since modern commercial processor architectures are
increasingly capable of multiprocessor operation and com-
mercial operating systems support concurrency and mul-
tithreading within single applications. Some practical is-
sues in parallelizing a sequential off–line handwritten word
recognition system are also presented.

2. The Lexicon–Driven Recognition System

This section presents a brief overview of the structure
and the main components of our recognition system focus-
ing on the recognition engine. The system is composed of
several modules: pre–processing, segmentation, feature ex-
traction, training and recognition. The pre–processing nor-
malizes the word images in terms of slant and size. Af-
ter, the images are segmented into graphemes and the se-
quence of segments is transformed into a sequence of sym-
bols (or features). There is a set of 69 models among charac-
ters, digits and special symbols that are modeled by 10-state
transition–based HMMs [4]. Training of the HMMs is done
by using the Maximum Likelihood criterion and through the
Baum–Welch algorithm. Figure 1 shows the main compo-
nents of the recognition system.

2.1 Recognition Engine

Different from most of the actual segmentation–
recognition systems that employ classical search algo-
rithms, such as Viterbi or Forward–Backward, our classi-
fier is based on an optimal fast time–asynchronous search
strategy that factors the search into the processing of the
HMM state sequences and the processing of the character
sequences, namely, words [6]. The lexicon has a flat struc-
ture, but the decoding is performed in such a way that words
with similar spelling share the common parts.

Since, our approach is lexicon–driven, the recognition
engine works in such a way that for all lexicon entries
(36,116 entries), the corresponding word HMMs are formed
by the concatenation of character HMMs. All word HMMs
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Figure 1. Main components of the recognition
system.

Table 1. Figure of performance for the sequen-
tial recognition engine.

Lexicon Accuracy (%) Processing
Size Top 1 Top 5 Top 10 Time (sec/word)

36,116 71.76 84.17 87.31 26.13

are matched against the sequence of features extracted from
the input image and the probability that such word HMMs
have generated that sequence of features is computed. Af-
ter computing the likelihoods of all lexicon entries, the one
that provides the highest likelihood score is chosen to be the
word candidate.

In spite of the fact that the optimal fast search strategy is
much faster than a classical search strategy [6], the process-
ing time still remains to be a bottleneck to develop systems
that are able to deal with large and very large lexicons.

2.2 Performance of the Recognition Engine

The performance of our recognition system based on the
optimal fast search is given in Table 1. It considers a lexicon
with 36,116 entries where the words have an average length
of 12 characters. Such a figure of performance was obtained
while testing 4,674 handwritten word images taken from the
SRTP database [4].

Our goal in this paper is to investigate the parallelization
of such a recognition engine to deal with the problems of
large and very large lexicons and compare its performance
with that of the sequential one (Table 1) while assessing the
real benefits and drawbacks of employing such a technique.

3. Exploiting Concurrency

In the literature, it is hard to find a reference that de-
scribes distributed techniques applied to the handwriting



recognition problem. Some authors just mention that dis-
tributed processing can be employed to achieve a better
performance or that multiprocessors are employed to meet
throughput requirements [1]. This is due to the fact that the
majority of researchers have been focusing on the other im-
portant problem: improving the accuracy of such systems.
To obtain high accuracy even for small and medium lexi-
cons is a challenging problem. When the number of en-
tries in the lexicon grows, both the accuracy and the pro-
cessing time are affected significantly. Some authors claim
to have worked with large vocabularies; indeed, just few
entries are really matched against the sequence of features
extracted from the input image [5]. Most of the lexicon
entries are purged by taking into account other sources of
knowledge [4]. For example, in postal applications, the ZIP
code is frequently used to reduce the number of candidate
city names to be recognized. Some other authors use geo-
metrical measurements of the input image to estimate, for
example, the word lengths, and some heuristic to eliminate
words over such a length from the lexicon before proceed-
ing to the decoding (search) [5,10]. But the problem occurs
when such sources of knowledge are not available or pro-
vide some unreliable information. In such cases, it is no
longer possible to reduce the lexicon size and the system is
required to deal with a large vocabulary.

3.1 Speeding up the Lexicon–Driven Recognizer

One of the more intuitive attempts at speeding up a
lexicon–driven handwritten word recognition system is to
exploit the large number of its algorithm steps. For exam-
ple, in a lexicon–drive approach, the matching of a sequence
of features against different words present in the lexicon can
be executed in parallel on different processors. There are
several other levels of concurrency in our recognition en-
gine that can be exploited individually and in combination,
for example, the optimal fast search algorithm [6]. How-
ever, the most natural way is to distribute the lexicon, parti-
tioning the task of decoding among several processors.

3.2 Task Partitioning

Threads are an efficient way to parallelize the recog-
nition process. Threads provide a simple mechanism to
parallelize the recognition engine by partitioning the lexi-
con among concurrent threads. In our implementation we
have considered static partitioning schemes which are eas-
ier to manipulate on small–scale multiprocessors. The par-
allelization involves static partitioning of data and compu-
tation among multiple threads using the C–threads facility.
Figure 2 illustrates the parallelization of the recognition en-
gine through the partitioning of the lexicon. We have a
global lexicon that contains 36,116 entries. The sequen-

tial version of the recognizer is required to match the se-
quence of features against all these entries before making
a decision about the best word candidates. In order not to
introduce so many modifications to our classifier, we split
the lexicon into P partial lexicons where each one will have
N=P entries. P denotes the number of processors and N
the number of entries of the global lexicon. A thread is cre-
ated for each partial lexicon and a classifier is used just to
match the sequence of features against the entries of such a
lexicon. The same is done for the rest of the partial lexicons.
In this work we did not address the problem of quantitative
load balance, that is, we have not ensured that all proces-
sors get approximately equal numbers of character HMMs
to minimize load imbalance and idling overhead. The parti-
tion of the lexicon only uses the equal number of words in
each partial lexicon as a criterion.

The output of each classifier is a list with the TOP N
word candidates that give the highest likelihood score for
that part of the global lexicon. The outputs of all classi-
fiers must be combined to decide which are the best word
candidates among all partial lexicons.

3.3 Combination of the Results

The goal of the combination module is just to combine
the outputs of the P classifiers by taking into account the
a posteriori probabilities. Such a combination problem is
very simple to solve because the outputs of the classifiers
are similar and provide comparable outputs. There is no
need of normalization prior to the combination. Therefore,
we just merge the P lists of the TOP N word candidates
provided by each classifier and rank such a resulting list
according to the likelihood scores in order to obtain the fi-
nal TOP N word candidates. We observed exactly the same
recognition rates in both the distributed and the sequential
schemes. On other hand, the processing time was reduced
considerably.

4 Experimental Results

We have implemented a distributed version of our rec-
ognizer using the multithreaded programming interface for
the Solaris 5.7 system to verify the performance of the dis-
tributed scheme. Multithreading separates a process into
many execution threads, each of which runs independently.
Both the sequential and distributed tasks were run on a
SUN Enterprise 6000 which has a SMP architecture, 14
167MHz–UltraSPARC CPUs and 1.75GB of RAM mem-
ory. We have used a testing dataset containing 4,674 sam-
ples of city name images from the SRTP database [4]. Fig-
ure 3 shows the results obtained by the sequential recog-
nizer (P = 1) and other configurations that make use of 2
to 10 processors. The 36,116–lexicon was split into equal
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Figure 2. Concurrent processing of several partial lexicons

parts according to the number of processors. The tests were
repeated 4 times to avoid distortions due to swapping or
other processes running at the same time. The presented
times reflect the CPU time reported by the c routine times.
It should be noticed that the execution times reported here
are machine–dependent.
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Figure 3. Processing time for the distributed
scheme as a function of the number of
threads (processors) and the ideal process-
ing time.

4.1 Analysis of Results

In this section we analyze the effects of the paralleliza-
tion on the recognition system. By looking at Figure 3, it is
clear that the processing time is reduced significantly by the

Table 2. Figure of performance for the dis-
tributed recognition scheme.
Number of Lexicon Size Processing Speedup Efficiency
Threads (P) (words/P) Time (sec/word) (S) (E)

Sequential 36,116 26.13 - -
2 18,058 14.59 1.79 0.89
4 9,029 8.48 3.08 0.77
6 6,020 6.75 3.87 0.64
8 4,515 5.50 4.75 0.59
10 3,612 5.40 4.84 0.48

distributed schemes. To characterize such improvements we
use two parameters: speedup and efficiency [8].

The speedup S achieved by a distributed system is de-
fined as the gain in computation speed achieved by using
P processing elements with respect to a single processing
element. In Figure 3 Distributed denotes the distributed
runtime and Ideal denotes the ideal processing time de-
fined by the sequential processing time by the number of
P processing elements. Note that both the distributed and
the sequential runtime are functions of the hardware related
parameters and the algorithm used.

The efficiencyE denotes the effective utilization of com-
puting resources. It is the ratio of the speedup to the number
of processing elements used. Table 2 shows the processing
time, speedup and efficiency obtained by the different num-
ber of processors.

By looking at Table 2, the first remark is that the speedup
of distributed scheme on P processors is less than P . Only
an ideal distributed system can deliver a speedup equal to
P . In practice, the processor cannot devote 100% of its time
to the computation of the algorithm. Furthermore, the dis-



tributed scheme incurs overhead from several sources such
as communication overhead, idle time due to load imbal-
ance, and contention for shared data structures. For in-
stance, we have found a difference of 7 to 12% in the pro-
cessing time due to the load imbalance, that is, the lexi-
cons have the same number of words, but they do not have
the same number of characters. Distribute scheme involves
the classical communication versus computation tradeoff,
thus, the search overhead is greater than one, implying that
the distributed scheme does more work than the sequen-
tial scheme. As we saw in Figure 3, the speedup tends to
saturate. In other words, the efficiency drops with an in-
creasing number of processors. This phenomenon is true
for all distributed systems, and is often referred to as Am-
dahls law [8]. As a consequence, the efficiency is gradually
reduced since the communication overhead (C) defined as
C = tcomm:P , is also a multiple of the number of proces-
sors. tcomm denotes the communication time between the
processors.

5 Discussion and Conclusion

In this paper we have demonstrated that multiprocessors
provide a viable means of effectively speeding up many
computationally intensive applications such as the case of
off–line handwritten word recognition. As can be seen,
distributing the recognition task gives a significant perfor-
mance advantage over sequential recognition task. More
difficult handwriting recognition tasks with larger vocabu-
laries and longer words would probably increase the advan-
tage of the distributed scheme presented here. However, we
also need to consider some economical aspects to decide
which is the best configuration.

Our results also highlight the importance of developing
new search algorithms with reduced computational com-
plexity. The best distributed configuration shows a signifi-
cant increase over the performance of sequential approach
— a speedup of over 4 times, but such a performance is
still far from meeting the throughput requirements of some
real–life applications. On the other hand we can start to deal
with larger vocabularies (> 50; 000words) that will require
more sophisticated algorithms than those used presently to
overcome the problems related to the poor accuracy.

If we compare the results with the very first version of
the system [7] that takes more than 8 minutes to recognize a
word in a 36,116 lexicon under the same testing conditions,
the distributed version that we have presented in this paper
is more than 100 times faster than that (25 times due to the
optimal fast search [6] and 4 times due to the distributed
scheme), since it needs only about 5 seconds to accom-
plish the same task. Additionally, the accuracy is exactly
the same. We cannot forget to mention that the processors
that we have used are outdated (167MHz) when compared

with the powerful 1GHz CPUs that are already available.
Our implementation bolsters the claim that the task par-

titioning over several processors can be an effective way
to increase the performance in many common applications
while avoiding the complexities inherent in distributed de-
signs. Future issues in this research will include pruning
mechanisms to purge the less promising lexicon entries dur-
ing the search.
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